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Summary 
Imputation mapping is a promising technique, with potential for generating spatially 

explicit, border-to-border information on forest composition and structure across the US.  The 
Nationwide Forest Imputation Study (NaFIS) was conducted with the intent of serving as a pilot 
project to further assess that potential.  Our aim was to highlight the data needs for such a 
project, highlight the choices to be made throughout the process, and identify potential pitfalls to 
be avoided throughout the mapping process. 

Methods 

We studied the process of imputation mapping within three Multi-Resolution Land 
Characteristics Consortium (MRLC) mapzones in the western US (07 = Oregon Cascades, 19 = 
Northern Rocky Mountains in Montana, and 28 = Colorado Front Range).  The process involved 
integrating Forest Inventory and Analysis’s Annual Inventory plots with spatially explicit 
information on climate and topography, using Landsat TM5 image data. 

We investigated the consequences of a variety of choices in the modeling process on the 
accuracy of the resultant maps.  We studied issues of scale in summarizing reference plot data.  
We compared four distance metric choices (referred to as modeltypes): Euclidean (EUC), most 
similar neighbor (MSN), Gradient Nearest Neighbor (GNN), and random forest nearest neighbor 
(RAN), and five different values of k: 1, 2, 5, 10 and 20 (the number of neighbors integrated to 
make each model prediction).  We studied the effects of changing modeltype and k values on 
model accuracy in a variety of dimensions, including plot-level accuracy (root mean square 
difference, and kappa measures), regional-scale accuracy (assessing for areal bias in the mapped 
model predictions), and plant community-scale accuracy (summarized from multivariate species-
abundance predictions at the plot level). 

Key Findings 

Our forest/nonforest masks achieved accuracy-levels of 88%, 91% and 90% for 
mapzones 07, 19 and 28, respectively.  The regions of greatest model uncertainty for the mask 
were transitional areas (e.g., upper, and lower treeline), and recently disturbed areas (e.g., 
regrowing clearcuts and fires).  GNN predictions in mapzone 7 were most accurate when data 
were summarized within the forested portion of each plot, and whole-plot level summaries were 



 b

second.  Variable selection procedures yielded a variety of variable-lists for defining feature 
space among the modeltypes and modelregions, although these lists always represented all three 
categories: topographic, climate and imagery data.  

Other modeling considerations were evaluated for all three mapzones, and our results 
were quite consistent. Accuracy varied little across the four modeltypes, although RAN was 
slightly more effective than the other methods for categorical predictions.  Results were 
somewhat inconsistent for predicting basal area of just large trees (especially in Montana and 
Colorado), suggesting that higher sampling densities might be needed for this particular variable.  
Accuracy varied greatly across values of k.  Plot-level accuracy of our core variables increased 
somewhat with higher values of k.  Model bias at higher values of k led to over-representation of 
mean values in mapped predictions in comparison with non-spatial areal estimations from plot 
data.  For categorical forest type predictions, higher values of k led to a bias in favor of the most 
common forest types.  For predictions of species abundance data, higher values of k led to a 
variety of problems. For individual species, kappa statistics of presence-absence data rose 
slightly at k = 2, but then decreased significantly.  Increasing k led to minor improvements in 
Bray-Curtis accuracy of multivariate species-abundance predictions, but also led to significant 
degradation of the binary metric for multivariate species-abundance accuracy.  With increasing 
levels of k, errors of omission decreased, but errors of commission increased more quickly.  
Individual species ranges increased dramatically, diverging from nonspatial estimations of the 
area covered by their actual range, with increasing values of k.  For species-pairs that rarely 
overlapped within the plot data, their predicted overlap inflated significantly with increasing 
values of k.  Measures of plot-level diversity (species richness, and Shannon-weaver index) also 
rose unrealistically with increasing values of k, while community turnover (Beta diversity) 
decreased. 

Conclusions 

Due to the simplicity of working with whole plots, we recommend this sampling grain for 
national implementation, at least in the context of the mountainous west forests, where minor 
location errors in reference plot data can lead to large mismatches with the spatial data.  If large 
trees are of particular concern in a national project, we recommend assessing whether higher plot 
sampling densities can improve imputation predictions of them.  From the variable-lists for each 
combination of modeltype and modelregion, we conclude that additional spatial data describing 
the 3 core categories of information is probably unnecessary.  If additional spatial data are to be 
added to a national process, they should illustrate a thematically different aspect of the natural 
world, such as soil quality.    

We also conclude that although RAN would provide slightly higher accuracy than the 
other modeltypes, it is not yet the best choice for national implementation, as the accuracy gains 
are minor relative to the costs incurred from longer computing times.   Of the other methods, 
GNN was second, but EUC and MSN were also quite adequate.  Choice of k value appeared 
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more critical than choice of modeltype in generating a map that will be appropriate for multiple 
uses.  The errors with respect to plant community composition incurred with increasing k do not 
outweigh the gains in plot-level accuracy for structural variables.  For applications where forest 
composition is of interest (e.g., insect and disease modeling, forest succession scenario 
modeling, estimation of range shifts due to climate change), low values for k will be critical, 
leading to more realistic estimations of species composition and diversity at any given location.  

Products 

We have generated ArcInfo grids of nearest neighbors and neighbor-distance grids for all 
modeltypes and all mapzones, and have linked data for core variables, and individual species 
basal areas.  We have also included the software necessary to duplicate most of our mapping 
techniques and accuracy assessments.  These pieces of software include functions in R, and a 
stand-alone package.
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Introduction 
Imputation mapping is affected by a wide array of factors.  Choices throughout the 

mapping process affect the accuracy of the resultant maps in a variety of dimensions (e.g., plot-
level accuracy, and areal representation of categorical variables and summaries.)  These choices 
involve the selection of explanatory variables, the type of distance metric for neighbor-finding, 
the methods and summary scale of reference plot data, as well as the number of neighbors to use 
in generating predicted values from an imputation model.  After the maps are built, there are a 
variety of methods for map assessment.  These include plot-level measures of model accuracy 
(e.g., root mean square difference, and Kappa), and regional-scale summaries of areal 
representation of map categories.  Although research on the topic is still sparse (but see 
McRoberts 2009b), assessing data in a multivariate context is also important, especially with 
respect to species composition. The nationwide forest imputation study (NaFIS) aims to study 
the implications of many of these choices (from distance metric, to k, to accuracy assessment 
methods) in the context of developing a system for building detailed forest maps to cover all of 
the forests of the United States.  

Scaling issues: sampling grain and imputation grain 

In the context of working with the USDA Forest Service’s Forest Inventory and Analysis 
(FIA) plots as reference data, there are several options for summarizing the plot-data for building 
imputation models.  Each inventory plot is comprised of smaller sampling units referred to as 
subplots and each subplot may be further divided into multiple condition classes, representing 
distinct breaks in ownership, land use, forest composition or structure.  These condition classes 
are grouped into forest classes (i.e., all of the area in forested condition within a plot is 
summarized together).  When building environmental matrices for nearest-neighbor methods, 
these sampling units reference different spatial scales, from a single pixel for a subplot to multi-
pixel ‘footprints’ for forest classes and entire plots.  Likewise, target pixels can be imputed at a 
single pixel or by using an “imputation kernel” which considers adjacent pixels in a moving 
window when determining nearest neighbors. 

Distance metrics (modeltypes) 

A wide array of distance metrics have been used in finding neighbor plots.  The Finnish 
Multi-Resource Inventory has used a Euclidean distance metric (KNN) to great avail to map 
forest structure, and limited information on forest composition (Tomppo 1991).  They have 
shared their methods extensively, and other similar national forest inventory programs have 
adopted them around the world (e.g.,Tomppo et al. 1999, McRoberts 2001, Reese et al. 2003).  
The Most Similar Neighbor method (MSN), using canonical summaries of environmental 
variables, has been used in the West (Moeur and Stage 1995).  The Gradient Nearest Neighbor 
(GNN) technique has been used extensively in the Pacific Coast states (Ohmann and Gregory 
2002, Pierce et al. 2009).  Nearest neighbor models based on the random forest algorithm 
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(Breiman 2001)(RAN) have only recently been used to define neighbor distances for nearest 
neighbor imputation mapping applications, but they have shown great promise for species 
mapping in Idaho (Hudak et al. 2008).     

Hierarchical neighbor finding 

Given the national scope of the NaFIS project, our modeling regions must encompass 
large areas with correspondingly high vegetative diversity.  Our experience with GNN has taught 
us that capturing that diversity on a finer spatial scale is a significant challenge.  Covariates that 
vary across differing spatial scales must be used together in defining feature space.  For example, 
climate covariates operate at a much coarser spatial scale than remote sensing covariates, yet it is 
possible that these climate variables could drive nearest neighbor assignment at the fine scale if 
they are more important in structuring feature space.  It may be equally probable to assign target 
pixels to reference plots based on their (fine-scale) remote sensing characteristics, potentially 
assigning neighbors to pixels outside reasonable climatic zones.  McRoberts (2009a) presented 
one way to address this issue through a two-step algorithm to nearest neighbors assignment, 
initially predicting species composition classes using a variety of techniques, then predicting 
forest structural attributes with the constraint that candidate reference neighbors come only from 
the target pixel’s predicted composition class.  We have begun to investigate a similar 
hierarchical approach within the GNN framework (k =1).   

Values of k (number of neighbors) 

Incorporating information from multiple neighbors can improve some types of plot-level 
accuracy statistics within the KNN framework, although this comes with the cost of introducing 
a bias towards mean values (Franco-Lopez et al. 2001).  This bias towards mean values can, 
unfortunately, result in biased maps by inflating the area mapped to mean values, and under-
representing extreme values. 

Accuracy assessment in a multivariate context 

Although one touted advantage of nearest neighbor imputation techniques is their 
capability to map multiple variables simultaneously, and maintain their natural covariance 
structure, the literature on assessing the prediction accuracy in a multivariate context is still 
sparse (but, see McRoberts 2009b).  Simple, commonly used accuracy statistics include Root 
Mean Square Difference (RMSD) for continuous variables and Cohen’s Kappa for categorical 
variables.  These can be calculated for multiple individual predictions, and then summarized as a 
mean or median, to give a measure of accuracy across multiple variables.  However, this 
approach is unsatisfactory when the number of predicted variables is high, and reproducing their 
covariance structure is a high priority.  McRoberts (2009b) uses a statistical analysis of 
covariance among multiple forest structural variables to assess their relations to one another in 
the context of multiple predictions, and illustrates how variable covariance can degrade with 
increasing values of k. 
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We consider this puzzle in the context of mapping multiple species distributions 
simultaneously, and take an approach that focuses on assessing plant community composition 
from the perspective of a plant community ecologist. We also aim to highlight the practical 
problems that may arise in a map’s utility when the covariance structure of multiple species is 
degraded.  Our approach contrasts with the eastern team’s statistical focus.  We hope that our 
approach will complement their work, and provide an intuitive tool for to the set of map users 
whose academic grounding and interests are stronger in vegetation science.   

Spatial monitoring with nearest neighbors mapping 

Looking to the future, there is a need for broad-scale vegetation maps to be re-created 
across multiple dates for forest monitoring purposes. We know of no examples in the literature of 
using nearest neighbors methods in forest monitoring. In a project that is closely related to 
NaFIS, we are exploring use of multi-temporal Landsat imagery to construct imputed maps for 
two dates, in support of Effectiveness Monitoring for the Northwest Forest Plan. The key 
challenge is to constrain forest changes expressed in the maps to those that are real, by 
minimizing differences that are caused by various sources of error. 

Objectives 

The goal of NaFIS is to develop methods for producing nationwide data products 
consisting of spatially explicit and statistically valid estimates of key forest attributes. Primary 
objectives of our team (NaFIS-west) are to:  

(1) Explore issues of scale in relation to FIA plot summarization procedure. (e.g., 
compare the effects of summarizing plot data at the subplot, forest class, and whole plot scales) 

(2) Compare alternative nearest neighbor imputation methods (e.g., effects of varying k, 
alternative statistical models and distance measures, specification of response and predictor 
variables);  

(3) develop point and areal measures of uncertainty 

(4) develop methods for assessing accuracy of multivariate species-abundance 
predictions.  

(5) discuss our findings in the context of key applications (e.g., assessing risk for insects, 
pathogens, wildfire, or scenario modeling to explore potential climate change effects; wildlife 
habitat capability; carbon dynamics).  

In addition, we refine efficient nearest-neighbor algorithms, develop automated routines 
for model parameter estimation, and document spatial and plot data processing techniques for 
large-scale mapping. In the Pacific Northwest, we are particularly interested in spatial prediction 
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of individual plant species and plant community structure, and implications for landscape 
management and conservation planning.   

Methods 
NaFIS investigated nearest neighbor techniques through a pilot study focused on seven 

mapzones across the US, with the Western team responsible for three mapzones, MRLC 
mapzones(mz) 07, 19 and 29 (Figure 1). A core set of methods and data were followed 
consistently nationally, across all mapzones, to evaluate efficient nearest neighbor algorithms, 
variance estimators, and data processing techniques for broad-scale mapping. Additional 
questions were addressed for the western mapzones only.  

Model-building 

Reference (Plot) Data   

We used the USDA Forest Inventory and Analysis program’s Annual Inventory plots 
within each mapzone (Table 1), and created basal area summaries for each species within each 
plot, at the subplot and whole-plot levels.  These plots contained a total of 73 tree species, among 
the 3 mapzones (57, 22 and 23 within mz 07, 19 and 28 respectively, see Table 2).  We obtained 
the plot data in the NIMS database format from the FIA PNW for mapzone 07 and in the 
FIADB3 database format available online for mapzones 19 and 28.  For data management, 
query, and modeling, the data were incorporated into the SQL Server database (Figure 2) 
currently used by LEMMA for a variety of regional projects. 

Plot Summarization Scale 

We investigated impacts of alternative approaches for spatial scaling of forest inventory 
reference data on GNN model prediction accuracy in western Oregon.  Our objective was to 
evaluate the effect of different spatial scales for reference plot data (“sampling grain”) and target 
pixel data (“imputation grain”) on model accuracy.  We considered the combinations of subplots 
matched to single pixels (PNT), forest class plots (i.e. the sampled area on a plot characterized as 
forest) matched to single pixels (FC), and whole plots matched to a 3x3 imputation kernel (PLT) 
(Figure 3).  Furthermore, we studied the impact of allowing pixels at subplot locations to pick 
neighbors that were ‘siblings’ (i.e. part of its parent plot) (PNT-1) versus restricting neighbors to 
come from independent parents (PNT-2).  At each scale, we ran GNN models for k =1 and 
compared local-scale root-mean-squared differences (RMSD) for a variety of forest attributes.  
We also compared regional-scale area distribution estimates from GNN against design-based 
estimates from the FIA plot sample.   

Feature Space 

We began the modeling process with a set of spatial variables summarized at a 30m 
resolution, encompassing three types of information: image, topography, and climate (Table 7). 
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The spatial data were prepared for all NaFIS mapzones by the USDA Forest Service's Remote 
Sensing Applications Center (RSAC). The image data consisted of multiple Landsat scenes that 
were mosaicked, and normalized to each other, using a procedure of sequential “Model II 
Regression” normalization (Beaty et al. 2008).  Climate summary data were downsampled from 
1km PRISM estimates of precipitation and temperature to match our 30m modeling resolution, 
and several climatic indices were derived.   Plot summaries for the spatial data were derived 
through an in-house program (footprint.exe, see ‘software’ section) to extract mean (continuous 
variables), or modal (categorical variables) for 9-pixel windows surrounding each plot’s center 
point. Additional imagery was used for the investigation of multi-year GNN mapping -- see 
discussion below. 

Modeling environment and approach 

Most of our work was done within the R environment for data analysis (Figure 2), 
drawing extensively on the functionality of the yaImpute package (Crookston and Finley 2008).  
We built four imputation models for each of the 3 mapzones, each employing a different distance 
measure for finding neighbors.  These are referred to as 'modeltypes': euclidean (EUC), Most 
Similar Neighbor (MSN), Gradient Nearest Neighbor (GNN), and random forest nearest 
neighbor (RAN).  EUC was tested across the eastern and western NaFIS mapzones within the 
eastern and western groups, but MSN, GNN, and RAN were only explored within our western 
mapzones.   

Of the four distance metrics, EUC is the simplest, measuring the multivariate space in 
which neighbor plots are found with Euclidean distance metric on scaled versions of the input 
feature-space (environmental data) (Tomppo 1991). MSN structures this multivariate space using 
canonical correlation analysis of those reference data (Moeur and Stage 1995).  GNN structures 
the multivariate neighbor-finding space according to canonical correspondence analysis 
describing relationships between species abundances and environmental data (Ohmann and 
Gregory 2002).  RAN also structures the multivariate neighbor-finding space according to the 
relationships between species abundance data and environmental data (Hudak et al. 2008), but it 
does so in a conceptually different manner, as plot distances are  based on information from one 
or more random forest models.   

The random forest model is a method of aggregating predictions from multiple 
classification and regression trees (CART model) (Breiman 2001).  Information contained within 
the terminal nodes, or leaves of each CART model can be used to assess which plots follow 
similar paths within the random forest as a whole.  To find the nearest neighbor in an imputation 
context for a target pixel, its environmental data are used to generate a prediction from the 
random forest model.  Within each CART model prediction, we can determine which reference 
plot inhabited the same terminal node as our target pixel.  The reference plot that most frequently 
inhabits the same terminal node as our target pixel is that target plot’s nearest neighbor.  
Although this method is less conceptually straightforward than the others described above, it 
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comes with an advantage in that it is nonparametric (as is EUC), and it is also explicitly tuned to 
represent species-environment relationships (as are GNN and MSN). We are aware of no other 
neighbor-finding method that combines both of these attributes. 

All of our models were built from the plot data summaries of basal area by species, 
except for RAN.  For RAN, we followed the procedure used by Hudak et al. (2008), 
summarizing the species matrix into two columns, listing each plot’s dominant species (i.e., 
species with the highest basal area) and its basal area.    

For each modeltype, within each mapzone, we used reverse variable selection to build 
our models.  Reduced models, missing one of the variables in a full model, were compared 
amongst themselves, and with the full model.  The reduced model yielding the highest median 
kappa statistic for presence/absence of all the species modeled was chosen as the next full model.  
When no reduced model reached equal or better accuracy than the full model, variable selection 
was stopped.  All variable selection procedures were performed on the first nearest neighbor (k = 
1), although we mapped the first twenty neighbors, allowing us to later generate mapped 
predictions for higher values of k (including 1,2,5,10 and 20). 

After the models were built, we used them to map the first twenty neighbors, and their 
associated distance grids, using an in-house R function (“Map_yai”).  We built Map_yai to 
interface with yaImpute’s ‘yai’ object, allowing us to interact with formats other than ascii grids 
in a manner that is efficient for large areas. (See ‘Products’ for more information on this 
function).  All of our output grids were in .tif format. 

From the neighbor and distance grids, we built summary maps of the NaFIS core 
variables (Table 3), using 1, 2, 5, 10 and 20 neighbors (values of k) to test the effects of 
increasing k on prediction accuracy and bias.  We used an in-house program for this procedure 
(developed by Matt Gregory, knnoutput.exe, see products section), using a distance-weighted 
mean for continuous variables, and a distance-weighted majority for the categorical variables, 
when values of k were greater than one. 

In addition to these four modeltypes, we began to investigate a hierarchical 
implementation of GNN, where we initially ordered the environmental variables that define 
feature space by the scale of their spatial variability (climate variables having broad-scale spatial 
variability, and imagery having local-scale spatial variability.) .  We then defined the three 
parameters used in this methodology: d (variable depth - the number of covariates to use at a 
time in canonical correspondence analysis (CCA)), s (variable step - the step between iterative 
runs of GNN), and f (decay factor - the reduction in the candidate reference pool between 
iterative runs of GNN).  For each target pixel, we ran GNN using the first (coarsest) d covariates.  
This first iteration ordered the candidate reference neighbors and we retained only the nearest f 
neighbors for the next iteration.  The covariates were shifted by s to get the next d covariates and 
the process was repeated until the last (finest) set of covariates had been used to sort the 
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neighbors into their final ordering. The nearest neighbor from the final ordering was used to 
attribute the target pixel.  In this way, we blended both ordination and hierarchical partitioning, 
such that only reference plots that are likely meet the coarse-scale attributes would be 
considered, but also that coarse-scale patterning agents had limited impact on the final 
imputation.   

 

Nonforest mask 

Our models for imputing forest composition and structure were built only from plots 
containing trees.  Plots that fit FIA’s definition of forest, but that were recently disturbed and had 
no tree tally, were excluded from our imputation models.  We developed a map of nonforest 
(‘nonforest mask’) designed to be consistent with our plot selection for imputation mapping. We 
built our estimate of the forest’s boundaries in a separate modeling process, selecting a simple 
random forest model as a predictor due to the method's relatively high accuracy and quick 
mapping speed.  Higher levels of mapping accuracy could potentially be achieved by 
implementing a random forest imputation procedure, but the gains in accuracy were marginal in 
comparison with the time needed to obtain a simple mask. The nonforest mask was applied to the 
mapped imputation predictions for the NaFIS core variables after the mapping process was 
complete.  Unmasked versions of all mapped variables are available upon request.  

Our nonforest mask can be considered a landcover mask for forest, where forest is 
defined as areas currently with trees.  This differs from FIA’s definition of forest, which is based 
partially on landuse and partially on potential (i.e., re-growing disturbed areas such as clearcuts 
and fires with very few trees currently, but with potential to reforest to > 10% canopy cover are 
considered forests by FIA).  This choice was made because we were unable to accurately discern 
forests temporarily lacking in trees from nonforest with the information available for this study.  
In a test model, attempting to predict a 3-category classification of forest/nonforest (forest, 
nonforest, and forest-without-trees), the user’s and producer’s accuracies for “forests-without-
trees” were 40% and 11% respectively.   

We assessed spatial patterns in the accuracy of our nonforest masks by mapping model 
certainty for the random forest model.  We defined model certainty as the percent of 
classification trees within the random forest that made the same prediction as the aggregate 
prediction from the whole forest.  In a two-class random forest problem, these values range from 
50 to 100%.  In a 3-class random forest problem they range from 33.33% to 100%.  

Accuracy assessment 

We assessed both plot-level, and areal accuracy for each model.  For plot-level accuracy, 
we obtained model predictions for our original data for plot locations used in model 
development, using a ‘second nearest neighbor’ approach, leaving out the original plot from the 
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prediction.  This modified cross-validation is perhaps less robust than a true leave-one-out cross-
validation approach, but cross validation may give unreliable results in the case of random forest 
due to model-to-model instabilities.   In order to maintain consistency among our testing 
predictions, we opted to stick with the second nearest neighbor approach. 

Standard Accuracy Assessment 

Using the second-nearest-neighbor predictions, we assessed the NaFIS core variables 
(Table 3) in standard ways, calculating scaled root mean square differences (RMSD) for the 
continuous variables (R function: rmsd.yai from R module yaImpute), and kappa statistics for the 
categorical variables. RMSD values were scaled using the mean and standard deviation (an 
option within the R function used).  For the categorical variables, we also assessed kappa 
statistics on a class-by-class basis  (R function: kappa.cat, contained in attachment, based on 
‘Kappa’ function from vcd library in R (Meyer et al. 2009)).  To assess model accuracy for 
species at the plot-level, we calculated kappa for presence-absence summaries for each 
individual species (R function: kappa.spp: contained in attachment, same base as kappa.cat).  We 
used the kappa instead of RMSD in this case because the large numbers of zeros in the species 
data make the RMSD statistic less meaningful.  All diagnostics were computed for all mapzones, 
modeltypes, and values of k. 

Areal Bias Assessment 

We also assessed the maps for each core variable, from each modeltype and value of k, 
for areal bias.  For categorical variables, the maps were summarized to give the number of 
hectares per category for the forested portion of the area.  For the continuous variables, the maps 
were classified into bins for areal analysis.  The original plot data were summarized to provide 
independent and statistically valid estimates of how much area, within each mapzone’s forests, is 
actually occupied by each category of each variable. 

Community Composition Assessment 

As well as assessing the NaFIS core variables, we assessed accuracy with respect to 
multivariate plant community predictions, assessing whether the structure, diversity, and 
composition of predicted plant communities were well-represented by the model-predictions at 
the plot-level.  We assessed overall community-level accuracy using a distance-metric approach, 
integrating distance metrics used in vegetation compositional studies (R function: 
vegdist_accuracy, contained in attachment, based on ‘vegdist’ from vegan package in R 
(Oksanen et al. 2009)) into an accuracy assessment context.  To compute this statistic, we 
calculated the distance within species multivariate space, between observed vegetation and 
imputed predictions of composition for each plot.  We chose to use both the Bray-Curtis distance 
metric, and a binary metric for their ability to illustrate complementary dimensions of plant 
community composition.  The Bray-Curtis metric tends to place plots close together when they 
contain the same dominant species, while the binary distance metric places plots far apart when 
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their species lists differ, even with respect to minor species.  Additionally, because Bray-Curtis 
distance is commonly used in vegetation studies, this measure may be more meaningful to 
vegetation ecologists. 

We also compared observed and imputed communities with respect to diversity 
measures, including the Shannon-weaver index of diversity, species richness, and Whittaker’s 
beta diversity, estimating community differentiation (R function: diversity_accuracy, contained 
in attachment, based on ‘diversity’ function from vegan package in R (Oksanen et al. 2009)). 

Additionally, we assessed species lists for observed and imputed communities, whether 
the predicted species list is dominated by errors of inclusion (i.e., species predicted to occur at a 
given plot location that were absent in the original data), or errors of exclusion (i.e., species 
present in the original data that are absent in the imputed prediction for that location).   

We further examined plot-level predictions of plant community composition for 
particularly problematic errors of commission, by examining species-pairs for overlap.  We 
identified species pairs with two criteria.  First, both species were common (i.e., appeared in > 
10% of the original plots).  Second, the species were unlikely to co-occur.  That is, within the 
plots where one of the species was present, the other was nearly always absent (co-occurrence in 
<2% of the subset of plots where at least one is present).  For each selected species-pair, we 
assessed their co-occurrence (as defined above) for the imputation predictions of vegetation for 
each plot.  

Multi-date modeling 

We are developing nearest neighbors models for two dates for use in Effectiveness 
Monitoring for the Northwest Forest Plan (NWFP). The study area encompasses all ownerships 
in the area covered by the NWFP in Washington, Oregon, and California, which overlaps much 
of mapzone 7.  This work is limited to the GNN modeltype, using k =1.  

We are using several regional plot datasets in addition to FIA Annual, including Current 
Vegetation Survey (CVS) plots on National Forest and Bureau of Land Management lands, FIA 
periodic inventories, and fuel monitoring plots in southwest Oregon. We are using only the 
forested portion of a plot, rather than whole plots or subplots, in our analyses (although analyses 
for NaFIS indicate results for forested portions and whole plots are very similar). Plots are 
screened to eliminate outliers due to disturbance or contrasting forest conditions.  Several of the 
plots share the same location -- either as remeasured plots of the same type, or CVS, FIA 
periodic, and FIA Annual installed at the same location. For each unique plot location, we select 
only one plot for use in GNN models -- the plot whose measurement data most closely matches 
one of the imagery dates used in the model (see below).  We used a suite of other spatial 
predictors in the multi-date modeling similar to those used in NaFIS. 
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We are developing GNN models for paired dates: 1996 and 2006 in Washington and 
Oregon, and 1994 and 2007 in California. We obtained Landsat imagery mosaics for these dates 
and locations from two sources: (1) RSAC, developed using the same methods as for the NaFIS 
imagery, with an additional step of normalizing the mosaics for each year to one another; and (2) 
the Laboratory for Applications of Remote Sensing in Ecology (LARSE), developed using the 
LandTrendr algorithms (Kennedy et al. 2007). LandTrendr (Landsat Detection of Trends in 
Disturbance and Recovery), which is a trajectory-based change detection method that examines a 
time series of >50 Landsat TM satellite images at once, rather than inferring change from 
differences in two images at a time. The LandTrendr algorithms identify segments of consistent 
trajectory in a time series for each pixel. Start date, end date, and slope of each segment are used 
to label what happened in that segment, with multiple segments used to describe sequences of 
disturbance and regrowth. LandTrendr provides annual maps of disturbance type and severity, as 
well as stacks of annual images that are radiometrically normalized through time for use in other 
applications (such as nearest neighbors imputation). 

For gradient (CCA) modeling and spatial prediction (imputation), we developed what we 
termed a 'hybrid' modeling approach. For each modeling region (physiographic province), a 
single set of reference plots is identified, by selecting a single plot from each sampling location 
that is the best temporal match to either the 1996 or 2006 imagery (or 1994 or 2007 in 
California). Spectral values are assigned to the plot for the matched imagery year. Because the 
imagery mosaics are normalized between years, a single CCA model can then be developed 
using plots from any year and paired with either imagery date. Imputation is then performed for 
each imagery year using the same 'hybrid' reference set. All other spatial data are assumed not to 
change.  

Results/Discussion 
Plot Summarization Scale 

Across most variables tested (including total basal area, quadratic mean diameter, canopy 
cover and others), in mapzone 07, the FC sampling grain minimized RMSD (Table 5).  For most 
variables, the PLT sampling grain performed second best, although these RMSDs were very 
close to PNT-1 models.  For all variables, when neighbors at subplot locations were restricted to 
come from non-sibling subplots (PNT-2), RMSDs were substantially higher.  At the regional 
scale, both FC and PLT sampling grains very nearly matched the distribution of the design-based 
sample for the same set of variables.  The PNT sampling grain tended to have a flatter 
distribution, overestimating area relative to the design-based sample at the low and high tails.  

Based on these results, we chose to use whole plots imputed to single pixels for NaFIS.  
Even though we did not study this combination specifically, we assumed that this imputation 
grain would yield similar statistical results as the FC and PLT imputation grains.  There is also 
an extensive history of remote sensing studies using multiple-pixel windows for ‘training sites’ 
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and single pixels for modeling (Lillesand and Kiefer 2004), even within the context of nearest 
neighbors research (McRoberts 2009a).  In moving toward a nationwide implementation, we 
envision that using the PLT sampling grain would simplify summarization and pre-screening of 
plots while maintaining reasonable accuracy measures.  In addition, plot data used in imputation 
would be consistent with plot data available to users from FIA for other purposes. 

Nonforest masking with random forest 

The discrimination of forest/nonforest was modeled with an accuracy of 87%, 90%, and 
91%, and kappa statistics of 0.73, 0.79, and 0.82, for mapzones 07, 28 and 19 respectively (Table 
6).  In general, the forest/nonforest mask was at its least certain in the transitional areas from 
forest to nonforest, at upper and lower treeline (especially evident in mz19 and 28), and also in 
recently disturbed forests in mz07 (Figure 4). One additional source of error in the mz07 
nonforest mask resulted from an unseasonal high-elevation snow that affected parts of the 
imagery.  High elevation forests covered in snow had high reflectance values, and were therefore 
mapped as nonforest within our mask (Figure 5).  A similar issue arose with scattered clouds in 
the southern part of mapzone 28, where it extended into New Mexico.  Because of the time 
involved in fixing this particular issue, we simply decided to leave this area out of our current 
analysis (Figure 1).  In both of these cases, patching problematic areas with imagery from other 
comparable image dates could help minimize these types of problems (affecting subsequent 
forest compositional mapping as well as forest/nonforest masking).  In a national mapping 
context, given the time involved with selecting, patching and normalizing imagery, these errors 
may not always be worth fixing. 

Spatial predictor variables selected by models 

The variables selected for each final model varied from mapzone to mapzone, as well as 
from modeltype to modeltype.  Some general trends emerged (Table 7).  Elevation was almost 
always used (11 of the 12 models contained this variable).  August maximum temperature and 
December minimum temperature, and Landsat Band 1 were used in 10 out of the 12 models.  
Also common were mean annual precipitation, and mean annual temperature, as well as Landsat 
band 4.  All models contained representative variables from each general class (climate, 
topography, and image) with one exception:  the MSN model for mz28 lacked topography 
variables.  Given the fairly wide range in number of variables selected per model, and the 
variability in terms of which variables were included within each final model, we infer that, 
perhaps due to the multicolinearity within our environmental variables, a variety of variable 
combinations can work quite well for modeling in any given model region, for any given 
modeltype.  It is possible, however, that the inclusion of another category of information (e.g., 
soil depth, moisture, and parent material) would yield significant gains in accuracy. 

Comparison of diagnostics across modeltypes and mapzones 
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We observed only small variations in accuracy among the four modeltypes that we 
studied.  For the continuous structural variables, no clear differences were apparent (Figure 6).  
For basal area of large trees (BAA_GE_100), there was more variability among the modeltypes 
and mapzones.  For mz07, this variable modeled consistently across modeltypes as did all the 
other variables.  In mz19 and 28, however, it behaved less predictably.  We hypothesize that this 
variability may result from differences among the mapzones.  Large trees are more common 
within the west Cascades than in the Rocky Mountains and thus, this category was better 
sampled within mz07.  The paucity of plots containing large trees within the other mapzones 
may decrease the probability of large trees being present in plots chosen for an imputation 
prediction, thus leading to a very noisy prediction.  In some ways, this is one illustration of the 
consequences of inadequate sampling, although we did not explicitly examine sample size 
effects in this study.  

In contrast to the difficulties we encountered in predicting the basal area of just the large 
trees, we found that predicting the basal area of all trees (BAA_GE_3) was more easily 
accomplished in a consistent sample.  We assume that this is because the landscape is well-
sampled for this variable.  Models consistently predicted BAA_GE_3 with a reasonably low 
RMSD (Figure 6).   There were no appreciable differences among the modeltypes with respect to 
this variable.  On the other hand, for the forest type categorical variables (FOR_TYPE_AN and 
FOR_TYPE_GR), RAN imputations consistently achieved significantly higher accuracy, as 
measured by the kappa statistic.  This advantage was consistent among all three mapzones, and 
also across all values of k that we considered (Figure 7).   

All four modeltypes yielded strikingly similar areal histograms for the continuous core 
variables.  Areal histograms from the modeltypes closely tracked the areal histogram estimated 
from the input plot data (Figure 8).  Areal histograms for forest type and forest type group 
deviated from the plot histograms slightly more than the continuous variables, but no clear 
patterns with respect to modeltype emerged (Figure 9). 

RAN was most frequently the best predictor for the presence/absence of individual 
species, although for more than 50% of the species, GNN, MSN, or EUC modeltypes provided 
better results (ranked in that order) (Figure 10).  Both community-level diagnostics of imputation 
accuracy suggest that RAN provides the best aggregate predictions of plant community 
composition (Figure 11).  GNN and MSN were intermediate, while EUC was the least accurate 
(i.e., greatest distances measured between observed and imputed forest communities).  However, 
these accuracy differences were quite small when compared with the variability in community 
composition in the entire dataset. All methods did an adequate job of estimating communities.  
The four modeltypes for imputation yielded remarkably similar estimates of diversity at the plot 
level (Figure 12).   

Hierarchical GNN 
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In preliminary testing, we found that hierarchical GNN typically maintains similar 
accuracy assessment results as the other tested modeltypes at the local scale, but may better 
capture fine-scale patterns present in remote sensing and topography, based on a preliminary 
visual assessment (Figure 13).  A major drawback to this approach is its processing-intensive 
nature; instead of one CCA run for the entire modeling region, each pixel requires multiple CCA 
runs to determine its nearest neighbor.  We will continue to test this methodology’s efficacy, 
balancing considerations of model performance and implementation feasibility. 

 

Comparison of diagnostics across values of k 

Core variables 

In contrast to the minimal differences that we observed among imputation predictions 
from different modeltypes, our imputation prediction accuracies varied greatly with increasing 
values of k.  For the core continuous structural variables, scaled RMSD measurements of plot-
level accuracy improved with increasing values of k (Figure 14).  Kappa statistics for forest type 
and forest type group improved significantly as well (Figure 7).  

However, map areal histograms for all of those variables diverged from the plot areal 
histograms with increasing k (Figure 15).  For the continuous variables, the area mapped within 
the category containing the mean value increased, while the area mapped to low-value and high-
value categories diminished.  These patterns are consistent with other studies on the topic of k in 
imputation mapping.  Increasing k can introduce bias towards mean values, especially when the 
plot sampling density is sparse in comparison with the ecological gradients encompassed by the 
area of interest. Our results suggest that the FIA Annual plots in these areas can be considered 
sparse samples.  

For both forest type and forest type group, the common categories gain area at the 
expense of the rare categories, as k increases (Figure 16).  This could be dubbed ‘bias towards 
the mode’, and seems to be a categorical parallel to the bias towards the mean discussed in the 
paragraph above.   

Species & community assessments 

Individual species kappa statistics also varied with respect to k (Figure 17).  Oftentimes, 
species kappas peaked at k = 2, but then dropped off significantly for k = 10, and drastically for k 
= 20.  These patterns may relate to the error types that we observed within the species lists.  
Kappas rise from k = 1 to k = 2, at the same time as errors of omission within the species lists 
diminish (Figure 18).  However, kappas begin to fall off again at higher values of k, as errors of 
commission within the species lists increase dramatically.   
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As species kappas decrease, and errors of commission rise, the more plots begin to show 
“unlikely overlap” for pairs of species that diverge in the original data (Figure 20).  In the maps, 
these trends tend to manifest themselves in progressively increasing mapped ranges for all 
species simultaneously (Figure 19).  Ecologically speaking, increasing values of k results in 
combinations of species that are highly unlikely in the real world, given the biological 
constraints upon each species.  For example, in mapzone 07, a tree that reaches its peak on the 
rainy west side of the Cascade crest, western hemlock (TSHE), begins to overlap with species 
characteristic of the dry eastern slopes of the Cascades (lodgepole and ponderosa pines, PICO 
and PIPO) as k increases (Figure 20a).  In Mapzones 28 and 19, species that are characteristic of 
lower treeline in the Rockies (e.g., PIPO) begin to overlap with species that are characteristic of 
the upper treeline (e.g., subalpine fir, ABLA) (Figure 20b, c).  In the case illustrated in Figure 20, 
the single-neighbor imputation (RAN: k = 1) shows slightly less overlap than was observed 
within the original plot data.  We attribute this error to sampling error, although it is also possible 
that it results from under-selection of rare types by the RAN modeltype.  

These changes with increasing k are also reflected in the community distance-metric 
measures of imputation accuracy.  The Bray-Curtis index improves as k increases (Figure 21).  It 
places high importance on plots having dominant species in common, and is less sensitive to the 
presence of minor species.  The binary distance measure of community-level accuracy, on the 
other hand, is more sensitive to species presence/absence (balanced between ‘seeing’ errors from 
omission and commission in the species list), and this diagnostic worsens with increasing k.  
Changes in predicted plot-level diversity also reflect these changes (Figure 22).  As k rises, both 
species richness, and the Shannon index rise and diverge from the plot observations, while beta 
diversity, or landscape-scale community turnover, diminishes as it diverges from the plot 
observations.  This tells us that, at the regional scale, community differentiation drops with 
increasing k.. 

Multi-date modeling 

The multi-date modeling study is still in progress, but preliminary results are reported 
here. We first attempted two-date modeling, for 1996 and 2006, using the normalized RSAC 
imagery (Beaty et al. 2008). Unfortunately, we learned that the image normalization process, 
which produces imagery products that are acceptable for most single-date mapping purposes, is 
not sufficient for two-date GNN modeling for forest change. GNN using k =1 appears to be quite 
sensitive to very minor shifts in spectral values between the two dates, resulting in selection of 
different nearest neighbor plots in areas where there is no real change. Closer inspection of the 
two normalized imagery mosaics suggested that because the normalization is based on the best 
fit over a large area (Landsat scene or partial scene), different slopes and aspects were 
differentially corrected due to differences in illumination associated with imagery date or time of 
day. This resulted in forest change between the two GNN dates that was associated with 
particular slope facets. Unfortunately, the uneven normalization appears to cause biased results, 
rather than introducing random error. (We observed systematic loss of late-successional and old-
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growth forest (LSOG) in areas where no disturbance or loss had occurred over the measurement 
period.) 

We are currently exploring two-date GNN models based on the LandTrendr (Kennedy et 
al. 2007) imagery. In theory, because the imagery is normalized through time and at the pixel 
level, we should avoid the problems resulting from the RSAC normalizations. Unfortunately, we 
are still seeing some of the same bias (loss of LSOG), although to a lesser degree. We have 
uncovered some errors in the LandTrendr imagery that are being corrected, so we remain 
optimistic that this approach will succeed. Stay tuned! 

Conclusions 
Based on our plot-level accuracy assessments, we conclude that the FIA annual plots 

represent a sparse sample, but are adequate enough for most forest summary variables.  For some 
dimensions of forest structure (e.g., basal area of large trees), further investigation of the effects 
of sampling density would be worthwhile.  We also conclude that the spatial information 
available to us for this project was adequate for the task at hand.  In other regions of the country, 
where the FIA annual plot sample may still be sparse, plot-data limitations to model accuracy 
may be more severe. 

 Gains due to the inclusion of additional summaries of climate data, for example, are 
minimal, due to multicollinearity among the summaries. The addition of a new type of spatial 
data (e.g., soil) might yield additional gains in accuracy, but including more creative varieties 
and summaries of topography, imagery and climate is unlikely to produce large gains in 
accuracy.   

Among the modeltypes, random forest was often the strongest predictor in most of our 
assessments of accuracy.  On the whole, it provided the best balance for predicting continuous 
structural variables, categorical forest type, as well as community composition.  However, GNN 
was a close second, and KNN and MSN were not far behind.  In short, the choice of a distance 
metric has only a small influence on the predictive accuracy of an imputation model.  Given that 
the RAN algorithm is more computationally intensive, and mapping from this method takes 
approximately 10 times longer than the other methods, the small gains in accuracy may not 
outweigh efficiency considerations in choosing a method for mapping at a nationwide scale.  On 
the other hand, this consideration may become inconsequential as computing speeds continue to 
improve.  

In contrast, varying k resulted in large changes in all dimensions of model accuracy.  
Some of the effects of increasing k were positive (i.e., plot-level assessments of the core 
variables), but most were negative (e.g., introductions of areal bias towards mean/modal values 
and categories, degradation of compositional accuracy).  
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Our observations in comparing our accuracy measures across modeltypes and across 
values of k were strikingly similar among the three mapzones.  We believe it likely that our 
findings would hold generally true across the mapzones studied by the eastern group.  If 
anything, we expect that in areas with less vertical relief, and lower beta diversity, it is possible 
(likely) that the same sampling design could result in a functionally higher sampling density (i.e., 
if ecological gradients are shorter, then the same sampling grid may achieve a more thorough 
sampling of ecological space).  If the ecological gradients are somewhat shorter, and community 
turnover is less (lower Beta diversity), then it is likely that the problems that we observed (e.g., 
rising errors of commission, expanding species ranges, and increases in inappropriate overlap 
between disjunct species) with rising values of k might be dampened.  If this is the case, it may 
be possible to use a higher k value to improve plot-level estimates of forest structural variables 
without sacrificing accuracy in community structure. 

In some applications, the gains in plot-level accuracy measures for the core variables will 
outweigh the consequences of diminished accuracy in other dimensions.  One example of this 
might be for estimating landscape-scale carbon sequestration potential (via summaries of basal 
area and volume). In this case, the inclusion of low-frequency extreme values (e.g., mapping a 
tiny patch of LSOG within a large watershed) might be less important to the question at hand, 
and thus a minor bias against extreme values could be acceptable.  

In other applications, biases introduced by high k, and compositional errors may severely 
limit a map’s usefulness.  For example, in simulation models that encode species interactions 
such as competition, model outcomes may be influenced by the inclusion of minor species.  For 
conservation planning, planners may look for areas of high community turnover, or beta 
diversity, for areas to target for purchase.  For predicting forest pest outbreaks, insect population 
dynamics may differ between single-species stands and mixed stands.  In all of these examples, 
the degradation of species covariance with increasing k would negatively influence a map’s 
utility. 

If the ultimate goal of a nationwide forest imputation map is to produce a single map that 
is adequate for a range of purposes, then it seems wise to keep k-values low (1, or possibly 2 
whole plots).  The losses, in terms of plot-level accuracy of core variables, are small relative to 
the potential gains in representing realistic plant communities in the aggregate predictions.  Any 
of the modeltypes that we explored would be adequate tools for such a project.  While the 
random forest algorithm for defining neighbor distances yields slightly stronger results, it also 
brings significant costs in terms of computing time (~ 10-fold within our systems).  As computer 
speeds are rising, and more computationally efficient programs become available, it may become 
the best option in the near future.   

Products 
Software 



 17

R functions  

We built a variety of functions for building maps within R, as well as assessing 
imputation model accuracy within R.  These are included within a supplemental file: “R 
Functions.zip”.  Documentation is also included within the attachment.  These functions are not 
currently encompassed by an R package, but could potentially be integrated with existing 
packages (yaImpute, or nnDiag), or packaged on their own.   

Some of the basic accuracy assessment functions have duplicated functionality from the 
eastern team’s ‘nnDiag’ package.  This is simply because we needed accuracy assessment 
functionality before their package was ready for sharing.   

All of our accuracy assessment functions were written for compatibility with the 
yaImpute package in R.   

In order to use the mapping functions, they should all be read into R at once (particularly, 
the file).  The accuracy functions may be used one at a time, if desired. Some of the mapping 
functions interact with ArcWorkstation (i.e., TifsToGrids_aml, and MapMultipleK).  If 
ArcWorkstation is not installed and licensed, the first function will not work, and the second will 
only work when the .tif options are selected. 

Stand-alone 

For extracting plot-values of spatial data to use as feature space input for the imputation 
models, we used an in-house program: ‘footprint.exe’.  This program is contained within the 
extra software files included alongside this report (software/stand_alone).  Instructions for the 
use of this program are also included within that folder. 

For building single-variable summary maps from multiple neighbor grids, we have used 
an in-house program: knnOutput.exe.  This program can be called from a DOS command line, or 
it can be accessed through the R function ‘MapMultipleK’.  The program uses a custom XML 
file to specify input and output parameters.  There is a sample .xml file included with the 
software.  However, the MapMultipleK function writes these files automatically.  Customizing 
the XML file is only necessary when running knnOutput.exe outside of R. 

Maps 

We have included maps of the first nearest neighbors, and distances to those neighbors.  
The nearest neighbor grids were built using the RAN modeltype, and are joined to the NaFIS 
core variables, as well as species basal area summaries.   With each one, we have included an 
assessment document (Adobe Acrobat (PDF) format) containing graphed summary statistics for 
all accuracy measures discussed within this report. 

Additional neighbor and distance grids (up to k = 20) are available upon request. 
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Tables 
Table 1: Plot counts for models.  All plots were used in the Forest/nonforest masking process, but only forest 
plots were used in the imputation mapping process. (“Forest” is defined here as having > 10% canopy 
closure.) 

Mapzone Forest Nonforest Total 
07 1475 818 2293 
19 1179 1323 2502 
28 1176 1273 3059 

 

 

Table 2: Species represented in plot data. 

  mz07 mz19 mz28 
Species Name Symbol Present Modeled Present Modeled Present Modeled 
Abies amabilis ABAM X X         
Abies concolor ABCO X X   X X 
Abies grandis ABGR X X X X    

Abies lasiocarpa ABLA X X X X X X 
Abies lasiocarpa var. 

arizonica ABLAA      X X 
Abies magnifica ABMA X X      

Abies procera ABPR X X      
Abies x shastensis ABSH X X      

Acer glabrum ACGL X X      
Acer macrophyllum ACMA3 X X      

Acer negundo ACNE2      X X 
Aesculus californica AECA X       

Aesculus AESCU X       
Alnus rhombifolia ALRH2 X X      

Alnus rubra ALRU2 X X      
Arbutus menziesii ARME X X      
Betula papyrifera BEPA    X X    

Calocedrus decurrens CADE27 X X      
Cercocarpus ledifolius CELE3 X X X X X   

Chrysolepis chrysophylla CHCH7 X X      
Chamaecyparis 

nootkatensis CHNO X       
Cornus nuttallii CONU4 X X      

Fraxinus FRAXI X       
Fraxinus latifolia FRLA X X      

Juniperus californica JUCA7 X X      
Juniperus monosperma JUMO      X X 

Juniperus occidentalis JUOC X X      
Juniperus osteosperma JUOS X  X  X X 

Juniperus scopulorum JUSC2    X X X X 
Larix lyallii LALY    X X    
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Larix occidentalis LAOC X X X X    
Lithocarpus densiflorus LIDE3 X X      

Malus fusca MAFU X       
No tally placeholder NOTALY X X X X X X 

Pinus albicaulis PIAL X X X X    
Pinus aristata PIAR      X X 

Pinus attenuata PIAT X X      
Picea breweriana PIBR X       

Pinus contorta PICO X X X X X X 
Pinus edulis PIED      X X 

Picea engelmannii PIEN X X X X X X 
Pinus flexilis PIFL2    X X X X 
Pinus jeffreyi PIJE X X      

Pinus lambertiana PILA X X      
Pinus monticola PIMO3 X X X X    

Pinus ponderosa PIPO X X X X X X 
Picea pungens PIPU      X X 

Pinus sabiniana PISA2 X X      
Pinus strobiformis PIST3      X X 
Pinus washoensis PIWA X       

Populus angustifolia POAN3      X X 
Populus balsamifera ssp. 

trichocarpa POBAT X X X X    
  Populus 

deltoides ssp. monilifera PODEM      X   
Populus fremontii POFR2      X   

Populus tremuloides POTR5 X X X X X X 
Prunus emarginata PREM X X      

Prunus PRUNU X X      
Prunus virginiana PRVI X       

Pseudotsuga menziesii PSME X X X X X X 
Quercus chrysolepis QUCH2 X X      

Quercus douglasii QUDO X X      
Quercus gambelii QUGA      X X 
Quercus garryana QUGA4 X X      
Quercus kelloggii QUKE X X      

Quercus lobata QULO X X      
Quercus wislizeni QUWI2 X X      

Salix SALIX X       
Taxus brevifolia TABR2 X X X X    

Thuja plicata THPL X X X X    
Tsuga heterophylla TSHE X X X X    
Tsuga mertensiana TSME X X X X    

Umbellularia californica UMCA X           
 Total  57 46 22 21 23 20 

 

 



 21

Table 3: NaFIS Core variables assessed for accuracy and bias. 

Variable Name Description Type 

BAA_GE_3 
Basal area of all live trees that are greater than 
or equal to 3.5 cm diameter at breast height Continuous 

BAA_GE_100 
Basal area of all live trees that are greater than 
or equal to 100 cm diameter at breast height Continuous 

QMDA_GE_3 

Quadratic Mean Diameter of all live trees that 
are greater than 2.5 cm diameter at breast 
height Continuous 

QMDA_GE_13 
Quadratic Mean Diameter of all live trees that 
are greater than 13cm diameter at breast height Continuous 

VPH_GE_3 Volume of all live trees >= 2.5 cm dbh Continuous 

FOR_TYPE_AN 
Forest type determined by FIA (FIA Annual 
plots only) Categorical 

FOR_TYPE_GR 
Forest type group determined by FIA (FIA 
Annual plots only) Categorical 

 

Table 4: Descriptions of forest type categorical variables.  The categories for each variable were defined by 
FIA.   

FOR_TYPE_AN 
Code Description mz07 mz19 mz28
184 Juniper woodland X X X 
201 Douglas-fir X X X 
221 Ponderosa pine X X X 
222 Incense-cedar X   
224 Sugar pine X   
225 Jeffrey pine X   
241 Western white pine X   
261 White fir X  X 
262 Red fir X   
263 Noble fir X   
264 Pacific silver fir X   
265 Engelmann spruce X X X 
266 Engelman spruce / subalpine fir X X X 
267 Grand fir X X  
268 Subalpine fir X X X 
270 Mountain hemlock X   
281 Lodgepole pine X X X 
301 Western hemlock X   
304 Western redcedar X X  
321 Western larch X X  
361 Knobcone pine X   
367 Whitebark pine X X  
369 Western juniper X   
371 California mixed conifer X   
709 Cottonwood / willow X X  
722 Oregon ash X   
901 Aspen X X X 
911 Red alder X   
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912 Bigleaf maple X   
921 Gray pine X   
922 California black oak X   
923 Oregon white oak X   
924 Blue oak X   
933 Canyon live oak X   
935 California white oak (valley oak) X   
943 Giant chinkapin X   
961 Pacific madrone X   
962 Other hardwoods X   
974 Cercocarpus (mountain brush) woodland X   
999 Nonstocked X X X 
182 Rocky Mountain juniper  X X 
366 Limber pine  X X 
368 Misc. western softwoods  X  
703 Cottonwood  X X 
902 Paper birch  X  
953 Cercocarpus woodland  X  
185 Pinyon / juniper woodland   X 
269 Blue spruce   X 
362 Southwest white pine   X 
365 Foxtail pine / bristlecone pine   X 
706 Sugarberry / hackberry / elm / green ash  X 
925 Deciduous oak woodland     X 

     
FOR_TYPE_GR 

Code Description mz7 mz19 mz28
180 Pinyon / juniper group X X X 
200 Douglas-fir group X X X 
220 Ponderosa pine group X X X 
240 Western white pine group X   
260 Fir / spruce / mountain hemlock group X X X 
280 Lodgepole pine group X X X 
300 Hemlock / Sitka spruce group X X  
320 Western larch group X X  
360 Other western softwoods group X X X 
370 California mixed conifer group X   
700 Elm / ash / cottonwood group X X X 
900 Aspen / birch group X X X 
910 Alder / maple group X   
920 Western oak group X  X 
940 Tanoak / laurel group X   
960 Other hardwoods group X   
970 Woodland hardwoods group X   
999 Nonstocked X X X 
950 Other western hardwoods group   X   
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Table 5: Scaled root mean squared differences (RMSDs) of observed and predicted values across four 
sampling grains for selected forest attributes for mapzone 7.  PNT-1 refers to subplot-level summaries where 
neighbors from the same whole plot were allowed for the imputation.  PNT-2 refers to subplot-level 
summaries where neighbors were selected from independent whole plots.  FC refers to the forest-class level of 
summary, while PLT refers to the whole plot level of summary.   

 PNT-1 PNT-2 FC PLT 

Total Basal Area (m2/ha) 0.7432 0.8519 0.5454 0.6374

Quadratic Mean Diameter (cm) 0.5428 0.7420 0.5481 0.6383

Canopy cover (percent) 0.4002 0.4718 0.2878 0.3367

Total tree density (trees/ha) 1.6389 2.0057 1.1448 1.2487

Tree density >= 100 cm dbh (no./ha) 2.4915 3.0719 2.1320 2.5334

Hardwood proportion 2.9808 3.6656 2.1133 2.4478
 



 

Table 6: Accuracy of random forest models used to build the forest/nonforest mask, according to a landcover 
(not landuse) definition of forest that includes all plots with > 10% cover of trees.  Values within the error 
matrix (gray) are numbers of plots. 

Mapzone 07 
 Observed    

Imputed Forest Nonforest Row total User's 
Forest 1358 161 1519 89.40% 

Nonforest 117 657 774 84.88% 
Column total 1475 818 2293  

Producer's 92.07% 80.32%  87.88% 
Kappa: 0.733    

ASE: 0.015    
Area (ha): 6,499,411 2,895,196   

Mapzone 19 
 Observed    

Imputed Forest Nonforest Row total User's 
Forest 1065 107 1172 90.87% 

Nonforest 114 1216 1330 91.43% 
Column total 1179 1323 2502  

Producer's 90.33% 91.91%  91.17% 
Kappa: 0.823    

ASE: 0.011    
Area (ha): 4,919,701 5,901,233   

Mapzone 28 
 Observed    

Imputed Forest Nonforest Row total User's 
Forest 1657 173 1830 90.55% 

Nonforest 129 1100 1229 89.50% 
Column total 1786 1273 3059  

Producer's 92.78% 86.41%  90.13% 
Kappa 0.796    

ASE: 0.011    
Area (ha): 6,180,720 4,100,453   



Table 7: Variables used for imputation models, by modeltype and and mapzone.   

   mz07 mz19 mz28 

Variable Definition E
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R
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R
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U
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DEM Elevation x x x x x x x x x x  x 11 

AUGMAXT Maximum August 
Temperature x x x x  x x x x  x x 10 

DECMINT Minimum December 
Temperature  x x  x x x x x x x x 10 

TM1 LANDSAT, Band 1 
reflectance x  x x  x x x x x x x 10 

ANNPRE Annual Precipitation x x x x x  x   x x x 9 

ANNTMP Mean Annual 
Temperature x x x   x  x x x x x 9 

TM4 LANDSAT, Band 4 
reflectance x x x x  x x x  x  x 9 

TM2 LANDSAT, Band 2 
reflectance   x  x x x x  x x x 8 

TC6 
Tassled Cap 

transformation of 
LANDSAT, band 6 

    x x x x x x x x 8 

CONTPRE 

Percentage of 
annual precipitation 

falling in June-
August 

 x    x x x  x x x 7 

CVPRE 

Coefficient of 
variation of mean 

monthly 
precipitation of 

December and July 

     x x x x x x x 7 

SMRPRE 
Mean precipitation 

from May-
September 

x  x   x  x x  x x 7 

SMRTP 

Growing season 
moisture stress 

(ratio of 
temperature to 

precipitation from 

 x  x  x x x  x x  7 
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May-September) 

TC5 
Tassled Cap 

transformation of 
LANDSAT, band 5 

     x x x x x x x 7 

SMRTMP 
Mean temperature 

from May-
September 

  x   x x   x x x 6 

TM5 LANDSAT, Band 5 
reflectance  x x    x x x   x 6 

TM7 LANDSAT, Band 7 
reflectance      x x x  x x x 6 

TC1 
Tasseled Cap 

transformation of 
LANDSAT, band 1 

     x x x  x x x 6 

TC4 
Tasseled Cap 

transformation of 
LANDSAT, band 4 

    x  x x  x x x 6 

SLPPCT % slope   x   x x x    x 5 

TPI300 

Topographic 
position index, 

summarized within 
a radius of300 m 

 x    x x x    x 5 

TM3 LANDSAT, Band 3 
reflectance      x x x   x x 5 

TC2 
Tasseled Cap 

transformation of 
LANDSAT, band 2 

     x  x x  x x 5 

TC3 
Tasseled Cap 

transformation of 
LANDSAT, band 3 

     x x x    x 4 

TASPCOS       x x x    x 4 
TASPSIN       x x x    x 4 

NDVI 
Normalized 
Difference 

Vegetation Index 
       x x  x x 4 

DIFTMP 
Difference between 

AUGMAXT and 
DECMINT 

   x x       x 3 
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TPI450 

Topographic 
position index, 

summarized within 
a radius of 450 m 

      x x    x 3 

ASPTR 
Cosine 

transformation of 
aspect (degrees) 

  x     x     2 

TPI150 

Topographic 
position index, 

summarized within 
a radius of 150 m 

         x  x 2 

Number of Variables/Model 7 10 13 7 7 23 24 27 12 17 19 29   
 

Figures 

 

Figure 1: MRLC Mapzones covered in NaFIS-West.  The areas colored in blue represent the areas mapped for this project.  In MRLC mapzone 28, we 
did not model the northern and southern portions of the mapzone (shown in grey) due to a lack of plot data in Wyoming (North), and problems with 
clouds in Arizona (South). 
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Figure 2: Diagram  of modeling and mapping workflow.



 

 

Figure 3: Methodology of plot scale analysis.  a) portion of the inventory plot considered when calculating 
sample level attributes.  Black circles represent subplots; green lines represent condition class breaks; shaded 
areas represent contributing sampled area.  In this diagram, NW portion of plot is nonforest agricultural, NE 
portion is forested broadleaf and S portion is forested conifer.  b) nine-pixel window (30m x 30m pixels) 
illustrating the pixels extracted for sample area ‘footprints’ when assembling the explanatory variable 
matrix.  c) spatial grain of nearest neighbors assignment or imputation.  Red central pixel in PLT represents 
the focal pixel which receives the nearest neighbors assignment.  d) Spatial grain of calculating predicted 
values for accuracy assessment.  For any given variable, mean values across all shaded pixels are used as the 
predicted value in a modified leave-one-out accuracy assessment. 

(a) Sampling Grain 

Forest Class (FC) 

Subplots (PNT) 

Whole Plot (PLT) 

(b) Spatial Extraction (c) Imputation Grain (d) Accuracy Assessment
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Figure 4:  Model certainty varies spatially within the nonforest mask.  Transition zones from forest to 
nonforest, and disturbed areas are particularly ambiguous.  Images show Mt. Hood a)  2006 LANDSAT 
imagery (bands 1,2,3 as red, green, and blue respectively, b) our forest/nonforest mask that was built from 
the LANDSAT imagery (forest shown in light green), and c) model certainty from the random forest model 
used to build this map.  Model certainty is defined as the % of trees within the random forest that agree with 
the overall model prediction. 

 

Figure 5: Summer snowfall at high elevations can cause errors at the upper treeline in modeling 
forest/nonforest.  Images show Crater Lake a) via NAIP 1 m airphoto imagery, b) via our 2006 LANDSAT 
imagery (30m, bands 1,2,3 as red, green and blue, respectively) and c) our forest/nonforest mask that was 
built from the imagery in b.  Forest is shown in light green, while NAIP imagery is shown over the nonforest 
area.  
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Figure 6: Core continuous variables, plot-level scaled RMSD statistics for imputation models with 4 distance 
metrics, k = 1. Variable descriptions can be found in Table 3. 
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Figure 7: Core categorical variables, plot-level Kappa statistics for imputation models with 4 modeltypes, and 
k values including 1,2,5,10 and 20.   Shown only for MRLC mapzone 7. Error bars represent the standard 
error of the kappa statistic. 
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Figure 8: Areal histograms for basal area map (all trees greater than 3 cm diameter).  Plot-based areal 
estimates are derived from FIA annual data.  
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Figure 9: Areal histograms for Forest Type Group (FOR_TYPE_GR).  Plot-based areal estimates are derived 
from FIA annual data.  Mixed categories represent plots, or imputations where subplots were evenly split 
between the two categories.  Forest type groups further described in Table 4.
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Figure 10: Plot-level kappa statistics for species presence-absence predictions for imputation models with 4 modeltypes, k = 1. Error bars represent the 
standard error of the kappa statistic.  Species codes are described in Table 2.  Species displayed here are those that were used in the modeling process.  
Rare species (present in < 0.05% of the plots) were eliminated from the species matrix used for modeling. 
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Figure 11: Plot-level estimates of compositional accuracy for imputations using all four modeltypes, k = 1.  
Boxplots describe the compositional distance between observed values and imputed values for each plot, as 
measured by two distance metrics commonly used by plant community ecologists, bray-curtis (a,c, and e), 
and binary (b,d and f).  See Oksanen et al. (2009) (function = “vegdist”) for a complete description of each 
metric.



 

Figure 12: Plot-level measures of diversity for imputation predictions from the four modeltypes, k = 1.   
Shannon diversity (a,d and g) shows the calculated Shannon-weaver diversity index () for actual, and imputed 
predictions for the plots.   Species richness (b,e and f) shows the number of species present, and imputed for 
all plots.  Beta diversity (c,f and i) shows species turnover (Whittaker 1960), all of the plots.  
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Figure 13:  Vegetation class patterns based on nearest neighbor prediction ( k =1) using the hierarchical  
GNN methodology for a small landscape in western Oregon.  The top row shows (left to right) NAIP 1m color 
imagery, Landsat TM imagery in a 4|5|3 image composite, and the GNN prediction using standard (non-
hierarchical) algorithm.  The bottom rows compare patterns for three alternative variable depths (d = 5,7 and 
9) and each column shows a different variable step.  Each model uses a decay factor (f) of 0.5 and includes 18 
covariates.
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Figure 14: Core conitinuous variables, plot-level scaled RMSD statistics for random forest-based imputation, 
k = 1,2,5,10 and 20. 
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Figure 15: Areal histograms for basal area maps (all trees greater than 3 cm diameter).  Plot-based areal 
estimates are derived from FIA annual data. 
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Figure 16: Areal histograms for maps of forest type group.  Plot-based areal estimates are derived from FIA 
annual plots categorized as forest by FIA’s definition, that also have greater than 10% cover of trees (a 
landcover definition of forest, rather than a landuse definition of forest).
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Figure 17: Plot-level kappa statistics describing species presence-absence predictions for random forest imputation, k = 1,2,5,10 and 20. Error bars 
represent the standard error of the kappa statistic.  Species codes are described in Table 2.
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Figure 18: Plot-level species list error-types for RAN imputation.  Errors of omission are the number of 
species listed in the original plot data that were not present in the prediction.   Errors of commission  are the 
number of species included in the prediction that were not present in the original plot list.



 44

 

Figure 19: Areal summaries of species ranges for random forest model, k = 1, 2, 5, 10 and 20.  Note: Because of species overlap, the areal values of all 
species mapped will always add up to an area greater than the entire modeling region.  (See Table 2 for species code definitions)
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Figure 20: Plot-level overlap analysis of species-pairs for random forest  model, k = 1,2, 5,10 and 20.  Species-
pairs were selected from the original plot-data, and include only common species (present in > 10% of the 
plots) that rarely overlap (of the plots where either one is present, < 2% contain both species). Species codes 
are described in Table 2. 
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Figure 21: Plot-level estimates of compositional accuracy for random forest imputation, k = 1, 2, 5, 10 and 20.  
Boxplots describe the compositional distance between observed values and imputed values for each plot, as 
measured by two distance metrics commonly used by plant community ecologists, bray-curtis (a,c, and e), 
and binary (b,d and f).  See Oksanen et al. (2009) (function = “vegdist”) for a description of each metric. 
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Figure 22: Plot-level measures of diversity for random forest imputation predictions for k = 1, 2, 5, 10, and 20.  
Shannon diversity (a,d and g) shows the calculated Shannon-weaver diversity index for actual, and imputed 
predictions for the plots.   Species richness (b,e and h) shows the number of species present, and imputed for 
all plots.  Beta diversity (c,f and i) shows species turnover (Whittaker 1960), all of the plots. 
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